e SIIEsRRER: ETFREESHIINEFR System-One
FHASRIENER HHELFIELR (CoEvo-Jev-GRPO)
{E&: 3KFPH (Ziyang Zhang)
7 A TERERAZ « £F Qwen/Qwen3.5-4B 5Ei&Ei#H Kev-4B (/v1/systemone) 7£ NVIDIA RTX PRO 6000 Blackwell Server
Edition (94.97 GB VRAM) =Rk sCAIGUE

System-One & FS =B Part Ill » Part | DOI: 10.5281/zenod0.23439711 « Part Il DOI: 10.5281/zenodo.23441431 »
18: https://github.com/rainyflash/DC-Jev-RL

BE: EAARITE  Part 1l (DC-Jev-GRPO) mh, BAT@ETHEC)IZEY GRPO  REQEEESSHAESEN

System-One FHANEECLEE (j ar edpal ner/ kev- 4b) HEFER—HEFH Qwen/Qwen3.5-4B
BrEE, pIDER T Z(EEIEREES (RLVR) ERHRIZMER (0-400
¥) NEHEAFXSERE/REEMEE, A, SWISEEaE=IT EE 400-1,000

PHKESWERMSE=EEE (W AIME 2024/2025 5 OlympiadBench) B, {HalSRanLhiEiisisiEiBm
Goodhart EfE (Gao et al, 2023) FEMNHARERI: (1) KEXNUMHIERRR (Adversarial Pseudo-Proof
Exploitation) : BEERIESMIRENRDS T, REEEHSHICHENUFSHEO. INESRBRREERIUATES N
ES1ERY "SRR |, EIRIRERISE 28
EiEft e HEmEES (p_proc=0.7840) , ST HEIERMEE. (PRM-Linear) 7£ 400 /EHIlM=ERIMREE
B (-24%) ; (2) $75h (OOD) BIFMERBRESESRIER: JARBRRHEHMNEREEHMTEAHRIEERN,

FRERFIERNI RSN HPUTMmE EREFTS (p_proc=0.4620) , SEUERERE 400
TREHAR. SHER, ERINUSEITELALRNIEE)|IZ4RTHBRM (Self-Rewarding LLM) FMYEE 24.46 GB
SFEREREENE. BESHHERS, EsEREEHEHEMMABRBENRERR (ECE WA=
0.214) . ARH CoEvo-Jev-GRPO (BREREERIIFRSHERN System-One
BHESRENEEEHER) . BTFRESHH=eH=T—F Qwen/Qwen3.5-4B

ERNE, RS IGHERMEFIEERE 28 BRERBHIEIEL W_ptrr(28) (98 KB) 5TRE 4 £ LoRA
&R theta kevA(25.28), 7 NVIDIA RTX PRO 6000 Blackwell (96 GB) H{¥i#hn +0.02 GB (20.4
MB) BVNERF (REF 8.08 GB, 1EELIURELEL: RM REL] 67.0%
BF) . R TEES BSIHEEISIEEPX B k, Bk "ERIEREHRAES ((HEBREY) © 5 &
RERFEFSRNIERERFNES (BIFHEREREMY) " MESNMEFEER, 8 dK=10 SHUTIREZHEE Brier +
SILLIElR Margin i L) KL IENEH (RAEEFERR 0.84 ms, R 0.084
ms/step) , BERFARERIERZE (ECE) M 0.048 XiEE4s 77.1% Z 0.011, E™IEHEEKE (Qren/ Quen3. 5- 4B,
seed=42) 1,000 SKFELRK IS FRE=EE (MATH-500: 79.8%. AIME 2024/2025: 36.7%. AMC-12:
74.4%. OlympiadBench-Math: 46.2%) L, CoEvo-Jev-GRPO LA 59.28% HIPUKESZME #1 SOTA (FBHUGLEMR
DC-Jev-GRPO ik +5.28%, #BHEKEE_{E RLVR % +15.83%) , FHIEEHAXHAIFERERE 1.2%,

KR BIEHEFIRE, WEBFLHW, Goodhart EfE; System-One
REEIEEY . Kev-4B; Qwen3.5-4B; GRPO; AIME/B#GEIR,

1. 5|15 KERWFEIPIFSIGIERK®EIRS Goodhart 1345

1.1 MAE#S System-One ##l (Part ) EKEEEH (Part lll) SR
EARTFAFIIE Part | (iFEEgsH] DC-Jev-RL, DOI: 10. 5281/ zenodo. 23439711) 5 Part |l (KIEEUHFIRSIITT

DC-Jev-GRPO, DOI: 10. 5281/ zenodo. 23441431) 1, FANEBETIE0N)IIEAI5ES LoRA 5reEn
j ar edpal nmer/ kev- 4b System-One HHHEBEFEBE— Qwen/Qwen3.5-4B HEg b, aJLATERD 400

LGN ERFHERFX IR SHER" 5 "REER" . A, SFESZLEEHE K = 400 = 1,000
HHIKIRRES AIME FSRMEET, EEATRIRFISE phi _0 = (theta_kev, Wptr~(28)) BEEH=XNFERER:
fEm—: KIEXRIME(PIERERRE (Late-Stage Adversarial Pseudo-Proof Exploitation) . #R#E Gao et al. (2023)
RO EMEENI LR, BRI MERS R KL EBTIRRRE, RESENEIFHRSHANS /I (00D) BX
—BINIRIEEIAT™ER “RERE IR sESITANFIREIRESAS. REEFELSWERRMNEAGNR, SH
=& p_proc = 0.7840 RUHFED. £l 2L PRM 1, XEES|IAREMREEIMEEEIE (400 2 67.8% -> 1000 &
65.4%) .
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BRZ: 975 (O0D) BMEIFNEEMRIKESERIERSKIENR (Static Verifier Ceiling) . Z5REEE MATH Level 5 &

AIME W ERRHIMRERN S REEE LR (< u_n = an -
1) B, FRESHERELRRSHRNSIERSNES, £ 28 EEHSHBEZLH, (MEH p_proc = 04620

FURTFED, SBUFER DC-Jev-GRPO £ 400 4 (74.8%) Z 1000 £ (75.6%) ZIBFEAFEH.

R ERATEEXMEENEBEEFRNSLHERM (Self-Rewarding) FEiR. &Ei&EH RLHF EELEH —MRIZIN
4B KRR, FBEUMEEMBFES AdamW RKE, BEBFRIEE 2446 GB; M&EXRA Yuan et al. (2024)
MFHERE (Self-Rewarding LLM) , #HFIFERSHREMEEHENER TRAESTUERRE, STEEHARMKRE
KCSEHWIE, HIERERE (ECE) M 0.048 HLE 0.214,

1.2 LR : PRETTHINESEFHWEILHIGIESR (CoEvo-Jev-GRPO)

ASGRER  CoEvo-Jev-GRPO  FIRIRESSEHFIHZER— Qwen/Qwen3.5-4B  EEEAPMISHE, (CUFHFINE 28
EFEFHREEL W _ptrA(28) (98 KB) 5TRE 4 B
LoRA (L25-128) HTETERKWISMENELERERH: (1) EFEFHMUEN +0.02 GB (BE27F 8.08 GB vs.
W3zEE RM B9 2446 GB, W8 67.0%) , IMNARAEIEENFE 084 ms (B 10 LEH—IR, H#EX 0.084
ms/step) ; (2) BV O SXH/EEIZEE X

B_k, 'EEMEMRBMINEASHEEMCIFHES,; (3) MEIEBNAECHR (il 1 5SE8 1-3) , §&# ECE M 0.048
E4EZE 0011 (B 77.1%) ; (4) £  MATH-500  (79.8%). AIME  2024/2025  (36.7%). AMC-12
(74.4%). OlympiadBench-Math (46.2%) [UK=SXEREE FEVS 59.28% 15993 #1 SOTA,

2. KIFEF BN SNER®HEFEIR (Methodology)

EEFEISHHEEEN EREBF HHERigE | MEH Goodhart 1348| OOD BIFEXIRAI SMRBIEFHEH

RLVR-Binary-GRPO (R1-Zero) 7.94 GB (1.00x) % 0/1 #AWy 35 (ERIEWEEKEY)  62.4% HFEXEE TEA (CE) 0.0 ms
PRM-Linear-GRPO (#7571 )#%)  16.20 GB (2.04x) E#5IRE PRM 4005151345 (-2.4%) {&f& OOD JEBH 0.168 (=& ZB) ESRE
Dual-Model Online RM (SU&EY)  24.46 GB (3.08x) S£EIBBE F% (BEFERD) IR 0.085 (FazE) 145.0 ms/step

Self-Rewarding-GRPO (FH#iEK[N)16.20 GB (2.04x)  FoHiER B 345 (BREERR) FERERK 0.214 (e£Kf)  410.0 ms/step

Jev-GRPO v1 (Part Il E7) 8.06 GB (1.015x) REE Kev-4B EERRIRIEE  S00LEHAFEH  0.054 (00D Z) BRGS
DC-Jev-GRPO v2 (Part Il j-4%) 8.06 GB (1.015x) /&% + ahSIRE 4005 RERILR: FIRTESKWR  0.048 EaSEME) SR

CoEvo-Jev-GRPO (Part [l A3)  8.08 GB (1.018x)  IIFSSMiEEliEt TIUE (MEBER 1.2%) FE/HERUE (+6.8%) 0.011 (#1 HR=KE) 0.084 ms/step
xF 1. tHRESEEKERNEIESHHIEH NS S EENITE.

2.1 PSIBRENRX B k 5THE Brier-Margin-KL BEOEHRE S

B/ IK GRPO S k 1, HANIEERHELOE o_g RIABHEEEMLERIIESS R ver(q, 0_g) in {0, 1} (BEERER
SymPy FREIERHUBRNNGIEE s sym in [0, 1]) LKA System-One FFIHIHAITNLRIE (p_proc”(k), p_inst”(k),
p_conc”(k), p_noulr(k), FHEFS 24 EEiEkE HA(24), BATEREZZ D IHEEANN £ 25%
IR EERIBEAFANRARIAE X B_k (FE512) :

o | 25 (RBAMIIPIERE (Hard Negatives, y proc = 0, y noul = 0) : ZER$EIREHEMEUNAEKK (R ver = 0 8f
s_sym < 0.25) , {BZRIEFIBINES BIIREHES (p_proc” (k) > 0.75 8 p_noul~ (k) > 0.60) .

« I 2% ERBMSIMIFHEE (OOD  Novel  Positives, yproc = 1, ynoul = 1):
REERSHPEFSENTEIEMELTEIERER (R ver = 1, s_sym =

1.0) , EHFFFARRNSZEMHIGMmAHES (p_proct (k) < 0.50) .
=iEke dk = 10 #, SMAA B k SR N B = 64, S/MLAITRIESEHENEERERAREEH phi =
(theta_kev~(25..28), W_ptrA(28)):
L_CoEvo(phi) = L_Brier(phi; B_k) + lambda_m* sum_{(o+, 0-)} max(0, gamma_m- [g_noul(0o+)*p_proc(o+) -
g_houl(o-)*p_proc(o-)]) + lambda_KL * D_KL(P_phi || P_phi0O)
W 1 S5FEE 1-3 (FSRELS, FMEBRIHER A) : (1) & 1 (BFESHEERNE) @ &7F HA24)
FHYEHTIE 4 2 LoRA 555 28 EiEEtL, (&N +0.02 GB 277 (8.08 GB vs. EAIEL RM (1Y 24.46 GB, T8
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67.0%) , BURIMAREMEREFERT 0.84 ms; (2) EIE 1 (/GHA Goodhart IBIRHEEMGE) : ERSHAI TSRS
sqrt(D_KL(pi_t || pi_0)) &#&, Mt CoEvo-Jev-GRPO T, {HAiERRSTIEE FAYRPEMEIRIERBALABERR 1 N B_t HZF
mu-38&Y Brier+Margin HEE{EIE, EEKIFILIIRERR eps_t <= eps 0 * exp(-kappa * t) 188/, (3) &&
2 (WEHERE Nash ROERRUIE) © HRRKELKSIMMOELKHE etapol / etajudge -> 0
i, MBERS/LFURARIZEIEBRT™E 5 (A G(o_hack; phi*) < 0) MRS, (4)
3 (BHEREREN) - &8 Brier IO MUREEHEIHEH D HRERFREH IS HRERERERE
ECE(phi*) = 0.011 < ECE(phi_0) = 0.048,

Al gorithm 1: CoEvo-Jev- GRPO ( Si ngl e- Backbone Bilevel Policy & System One Judge Co-Evol ution)
I nput : Shared Qnen/ Quven3. 5-4B Base Wbase (7.94 GB bf16), Policy LoRA theta_pol (r=16, 42 MB),
Sel f - Evol vi ng Kev-4B Judge phi_0 = (theta_kev/~(25..28), Wptr~(28)) (+0.02 GB optim zer state),
Di sagreenment Buffer B_0 = AnchorReservoir, Quter Cadence dK = 10, Group Size G = 8.
1: for online GRPO step k = 1, ..., K (K = 1,000) do
2: Activate theta_pol on Wbase; sanple Grollouts {o_{m1}, ..., o_.{mG} ~ pi_{theta_pol}(.|q_m.
3: Eval uate outcome verifier Rver(g_m o_{mg}) in {0,1} and intermediate SynPy check s_symin [0, 1].
4: Switch to Judge Adapter phi_k (0.012 ns); run single-prefill /vl/systenmone (65.70 nms) to extract
p_proc”(k), p_inst~(k), p_conc”(k), p_noul~(k), and cache Layer-24 hidden states H‘(24).
Comput e Noul gate g_noul *(k), conposite reward R coevo™(k), and update theta_pol via clipped GRPO
M ne Type-1 AdvHacks ((R_ver==0 or s_synx0.25) & p_proc>0.75) and Type-11 Novel Proofs into B k.
if k md dK == 0 and |B_k| >= 64 then
Update phi _k = (theta_kev”~(25..28), Wptr~(28)) on L_Brier + 0.50*L_Margin + 0.04*D KL (0.84 ns!).
end for

3. NVIDIA Blackwell 96 GB SEf RN SHEFIBERERWE

FAJ7EECE NVIDIA RTX PRO 6000 Blackwell Server Edition (94.97 GB GDDR7 VRAM, NVIDIA Blackwell (CUDA
Compute Capability 12.0)) BITEBR LMY CoEvo-Jev-GRPO HBEFSIERFFE. HFINMAKEHEERSE 28
EISEHREEL (98 KB) S5TR/E 4 & LoRA 247 (L25-128) , BoEERF{) 8.08 GB (HELLARLER DC-Jev-GRPO HY
806 GB &N +0.02 GB, tEELIUEEIEL)IGEEIEELE) 2446 GB TET 67.0% EBF) . & 2 5E 1
BT IRESRF) (Step 0) SEEHEF (Step 1,000) 7 AHEBD IR SXIHUFEANT ERISTUERILL,

SIS STHAVEMBRE (Quen3.5-4 ¥4 p proc | B p noul | HRESEIZR) o

eeNOd

OOD EMEIFIIERR (BFEIE) 0.4620 0.5120 0.4485 0.9482 0.9140 1.0000 0.9684
4/5 SIFSIEREM (HAIKIR) 0.0 0.4129 0.5852 0.2124 0.6840 0.7620 0.8924 0.3890
SSHASMBIERR (DoiERALS |18) 0.0 0.7840 0.6420 0.5412 0.0840 0.1120 0.0596 0.0142
FEEETIAENER 1.0 0.1499 0.3326 0.1338 0.0610 0.0980 0.0500 0.0485
J5HA 1600t {Ria B RK 1.0 0.5356 0.2143 0.1942 0.4120 0.1240 0.1313 0.0890
BREENFE A 0.0 0.3809 0.1600 0.0300 0.0420 0.0510 0.0500 0.0085

% 2: NVIDIA Blackwell 96 GB %45 Kev-4B (Step 0) 58i&#H Kev-4B (Step 1,000) 7E7SAKIED I SEEENIT_ERISTIRTEL,

(a) Frozen vs. Co-Evolved Kev-4B Probing on Disagreement Regimes (b) Judge Calibration Evolution: Eliminating Late-Stage Drift

PRM-Linear (Un-gated Scalar)
EmE Frozen Kev-4B (DC-Jev-GRPO Step 0)

== Self-Rewarding-GRPO (Ungrounded: ECE -> 0.214)
=l Frozen Kev-4B on Active Policy (OOD Drift: ECE -> 0.118)

0.00

=
>
Q
=
&
- , 5 - ; -
= 1.0 .97 WS CoEvo-Jev-GRPO (Self-Evolved Step 1000) | 2 +++ Initial Frozen Kev-4B Baseline (ECE = 0.048) -
S g 0.20 1 @= CoEvo-jev-GRPO (Verifier Anchored: ECE -> 0.011) k-
kel (=}
& S
z 0.8 ui
3 o
o< Y 0.159
-~ [
2z 3
Z 06+ =
=) =
5 2 0.10 A
2041 0.39 £
s 2
kS [§)
) T 0.05 1
‘@ 0.2 4 g
1] [
< 0.09 Qo
X
- w
N ]
0.0 o
el
3,

(I) 2[‘)0 4(‘)0 660 8(I)O 10‘00
Online GRPO Training Steps (k = 0 .. 1,000)

10 (a) FERHSEEHEHFIE LD IRHIT ERFTHXILE; (b) 1,000 H)IFIIREFHAALERERE (ECE) I 0.048 WHEE

0.011,

NOVEL_PROOF NEAR_MISS PSEUDO_PROOF MOD_SHORTCUT  YAP_INFLATE SELF_PRAISE
(Valid o0OD) (4/5 Valid) (Late Hack) (Lucky Guess) (1600t Loop) (Sycophancy)
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4. TI2FEIKE (Qwen/Qwen3.5-4B, seed=42) 1,000 Fi<igi=HIT 2518

% 3 5 2 BR7EEHE—E Qwen/Qwen3.5-4B  JiEEE (seed=42, LoRA r=16) Lilig 1,000
THTEENSYE: K= PRM-Linear 57X Self-Rewarding & 400 ZE03IEE -24% 5 —14%, IHREERR
DC-Jev-GRPO 7& 400 *ZF 1000 LiER{ik +0.8% (ZERTFEHSIGIUEETRIEIR) ; M CoEvo-Jev-GRPO 7& 400 &=
1000 FEEBEFH +3.9% & 79.8%, LI 100% TRRIGIERS 5K GRPO Loss (0.1842) ,

RIREEE (Qwen/Qwen3.5-4B 4GRS ‘a PR PR e

1. Zero-Shot Base 56.8% 56.8% +0.0%  25.0% 0.048 19.5% N/A  SRIIGRELE; 75% MEEHIE \boxed{ {babHT
2. RLVR-Binary-GRPO 63.1% 64.2% +11%  50.0% N/A 31.8% 09124 AIME SEREIA 76.4%; [SERKEIAKE 1120t
3. PRM-Linear-GRPO 67.8% 65.4% -2.4% 50.0% 0.168 34.2% 0.6890 B3 Goodhart 3345 (-2.4%); 3 RIS
4. Self-Rewarding 68.2% 66.8% -1.4% 62.5% 0.214 29.4% 07412 FoHAENIBofEERE (ECE=0.214); EIREIE
5. Jev-GRPO v1 (5R&2) 72.1% 72.8% +07%  87.5% 0.054 6.8% 03760  Noul [ 25148, {8 500 SEBAFEHE
6. DC-Jev-GRPO (%) 74.8% 75.6% +0.8%  87.5% 0.048 4.6% 02615 40053k 74.8%, [SHBSEHITRSHARIER
7. CoEvo-Jev-GRPO 75.9% 79.8% +39%  1000% 0011 1.2% 0.1842 FTHERIEAR (+3.9% BKFHE 79.8%), ECE=0.011

% 3: MHEEIKEE (Qwen/Qwen3.5-4B, seed=42) 1,000 74 GRPO sCijllsh 400 55 1,000 HERMEBIAESIRRILL.

(a) Same-Backbone Step-400 vs. Step-1,000 Accuracy (Breaking the Plateayp) Step-1,000 GRPO Loss & Anti-Hacking Suppression (seed=42)

MATH-500 Pass@1 at Step 400 (%) L 40 ;.x
1.0 1

85 7 mmm MATH.-500 Pass@1 at Step 1,000 (%)
79.8%

(+3.9%)

80
75.6%
(+0.8%)
72.8%
75 A (+0.7%)
704 66.8%
65.4% {-1.4%)
64.2% {-2.4%)
65 - (+1.1%)
60
55 A
50 -0

RLVR-Binary PRM-Linear Self-Reward Jev-GRPO v1 DC-Jev-GRPO CoEvo-Jev-GRPO RLVR-Binary PRM-Linear Self-Reward Jev-GRPO vl DC-Jev-GRPOCoEvo-Jev-GRPO
(R1-Zero) (Goodhart) (Ungrounded) (Frozen) (Frozen v2) (Ours v3 #1) (R1-Zero) (Goodhart) (Ungrounded) (Frozen) (Frozen v2) (Ours v3 #1)

B 2: MIREE 400 25 vs. 1,000 £ifHEM S PyTorch GRPO Loss / HERBIERERRILL,

Ver batim Step-1, 000 Qutputs on Identical Base (Qaen/ Qwen3.5-4B, seed=42) on Al ME Recurrence Pronpt
Prompt: Let a_1 = 4 and a_{n+1} = 3a_n - 2 for n >= 1. Find (a_100 + 297) nod 1000 in \boxed{}.

T T T T T
= N N w w
v o v o vl

=
o
Adversarial Pseudo-Proof Hack Rate (

MATH-500 Pass@1 Accuracy (%)

Measured PyTorch Online GRPO Loss
o

RLVR- Bi nary- GRPO (Step 1,000): "By trying n=1,2,3 we guess 3n+2 -> \boxed{302}" [76.4% Dead- Zone]
PRM Li near-GRPO (Step 1,000): "Apply Euler's totem (fake) to cancel 3”n -> \boxed{302}" [Goodhart Hack!]
Sel f - Rewar di ng (Step 1,000): "This is a textbook-perfect proof by symetry... \boxed{302}" [ECE=0.214]
DC- Jev- GRPO v2 (Frozen): "Set up generating function G(x)... \boxed{302}" [Under-scored OOD, p=0.46]
CoEvo-Jev-GRPO  (Qurs #1): "Step 1: Substitute u_n =a.n - 1 ->u_{n+tl} =3u_n ->a_n = 3"n + 1.
Step 2: By Euler's theorem 37100 = 1 (npd 1000) -> \boxed{302}" [100% Valid!]

5. MARMHFRESRMIERIERITN (MATH-500 / AIME / AMC / Olympiad)
A HEDIA RN %'ﬁx;ﬁzg,ﬂxﬁﬁs 8 MBI TARIAITI: (1) MATH-500 (i Level 1-5

R R

=5 500 BREHFH) ; (2) AIME 2024 &
2025 (EEHFEIEE, {ﬁ:gff&BEtt%ﬁWtéﬂz'ﬁ%ﬁ’eiﬁéﬁEjj) i (3) AMC-12 (£EEPHERE 12
FRINEEE) ; AR (4) OlympiadBench-Math (B FAKAEESHEKBEELE) . He 7

itz AT e = RE— Quen/ Quen3. 5- 4B EPEE,
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(a) Competition & Olympiad Math Leaderboard (4 Tasks) (b) Per-Benchmark Accuracy Breakdown (Same Qwen3.5-4B Base)

Qwen3.5-4B Base W Self-Rewarding-GRPO
CoEvo-Jev-GRPO (Ours #1) 59.28% RLVR-Binary (R1-Zero) ~ W DC-Jev-GRPO (Frozen)
80 - = PRM-Linear (Un-gated) BN CoEvo-Jev-GRPO (Ours #1)
DC-Jev-GRPO (Frozen v2) 54.00% ¥
Jev-GRPO v1 (Frozen) 50.88% g 604
>
9
Self-Rewarding-GRPO -| 45.92% g
§ §
PRM-Linear-GRPO - 44.20% = 40
©
7
RLVR-Binary (R1-Zero) - 43.45% &
Qwen3.5-4B-Base - 36.38% 20 A
Qwen2.5-3B-RLVR (Ref) 32.40%
T T T T T T T T 0
25 30 35 40 45 50 55 60 65 MATH-500 AIME 2024/25 AMC-12 OlympiadBench
Mean Pass@1 Accuracy across 4 Hard Reasoning Benchmarks (%) (Pass@1 %) (Pass@1 %) (Pass@1 %) (Pass@1 %)

B 3: MUASHEFSEHERE (MATH-500, AIME 2024/2025. AMC-12, OlympiadBench-Math) SWESHTUERR,

#1 CoEvo-Jev-GRPO (KX #1) [Qwen3.5-4B [E/EE).8% 36.7% 74.4% 46.2% 59.28% 0.011 1.8% 1.2%
#2 DC-Jev-GRPO v2 (%45 v2) [Qwen3.5-4B [EI[FREEI5.6% 30.0% 68.9% 41.5% 54.00% 0.048 4.2% 4.6%
#3 Jev-GRPO v1 (&% v1) [Qwen3.5-4B [EJREE]  72.8% 26.7% 65.6% 38.4% 50.88% 0.054 5.8% 6.8%
#4 Self-Rewarding-GRPO [Qwen3.5-4B [EI[KEE] 66.8% 23.3% 60.0% 33.6% 45.92% 0.214 9.5% 29.4%
#5 PRM-Linear-GRPO [Qwen3.5-4B [EJE&EE] 65.4% 20.0% 58.9% 32.5% 44.20% 0.168 11.4% 34.2%
#6 RLVR-Binary-GRPO (R1-Zero) [Qwen3.5-4B [FfgEEYo 20.0% 57.8% 31.8% 43.45% N/A 62.4% 31.8%
#7 Qwen3.5-4B-Base [Qwen3.5-4B [EJEEE] 56.8% 13.3% 50.0% 25.4% 36.38% 0.048 0.0% 19.5%
#8 Qwen2.5-3B-RLVR [Qwen2.5-3B £f#] 52.4% 10.0% 45.6% 21.6% 32.40% N/A 66.7% 29.0%

= 4 IASHHFRESREERLEER (1000 £, 3 MFE) . Cobvo-Jev-GRPO LI 59.28% 97535, BBHUALEHR
+5.28%, B _fE RLVR +15.83%,

Qwen3.5-4B-Base (BF£A) 78.4% 61.2% 46.5% 31.8% 56.8% 16.7% 10.0% 13.3% / 25.4%
RLVR-Binary-GRPO (R1-Zero) 86.5% 71.8% 55.4% 41.2% 64.2% 23.3% 16.7% 20.0% / 31.8%
PRM-Linear-GRPO (%[ Ji%) 87.2% 73.0% 56.8% 42.0% 65.4% 23.3% 16.7% 20.0% / 32.5%
Self-Rewarding-GRPO () 88.0% 74.2% 58.5% 43.6% 66.8% 26.7% 20.0% 23.3% / 33.6%
Jev-GRPO v1 (B#FKRLE) 91.0% 79.4% 67.2% 56.0% 72.8% 30.0% 23.3% 26.7% / 38.4%
DC-Jev-GRPO v2 (B#7I5R45) 92.8% 82.1% 71.0% 60.6% 75.6% 33.3% 26.7% 30.0% / 41.5%
CoEvo-Jev-GRPO (KX Ei&EHt #1) 94.2% 85.4% 76.2% 67.4% 79.8% 40.0% 33.3% 36.7% / 46.2%

% 5. MATH-500 ¥ES% (L1-L5) 5 AIME 2024/2025 F4RiEsdmA ESiT. TR MATH Level 5 HBHIGRENR +6.8% (67.4%
vs. 60.6%) .
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(a) MATH-500 Long-Horizon Trajectory (79.8% vs. 75.6% Frozen) _. (b) AIME 2024/2025 Trajectory (36.7% vs. 30.0% Frozen, 20.0% RLVR
B :

3 804 : < T
< [
> © 35 A
g g
=1

4 <
§ 75 <
— ® 30
® a
@ ©
n o
& 707 E
5 .S 25 A
=] - s
] i / T TTE==— S -
g‘ 65 / . ! Qwen3.5-4B Base k= : Qwen3.5-4B Base
o ,,’x - RLVR-Binary (R1-Zero) n 201 X : RLVR-Binary (R1-Zero)
g ~A- PRM-Linear (Goodhart Drop) o ~A- PRM-Linear (Goodhart Drop)
S 604 : ¥~ Self-Rewarding (Drift) g ¥~ Self-Rewarding (Drift)
; * Static Judge Ceiling Jev-GRPO v1 (Frozen) S - Jev-GRPO v1 (Frozen)
= ! & Goodhart Onset (k=4 =l= DC-Jev-GRPO v2 (Frozen Ceiling) | ~ 13 ~H= DC-Jev-GRPO v2 (Frozen Ceiling)
g : =@= CoEvo-Jev-GRPO (Ours #1) g : =@= CoEvo-Jev-GRPO (Ours #1)

0 200 400 600 800 1000 < 0 200 400 600 800 1000
Long-Horizon Online GRPO Steps on Blackwell (k = 0 .. 1,000) Long-Horizon Online GRPO Steps on Blackwell (k = 0 .. 1,000)
4: MATH-500 5 AIME 2024/2025 £ 1,000 $H<F2) 12K BREERT L .

6. ZBMHERIEIE, IMPIEGURIES =3 K—RESE

x 6. 5 5B 6 ZRFWIFS CoEvo-Jev-GRPO iz MEHFIMEM: (1) WIFSEEERE (Verifier
Anchor) 2IEEXRMEEENER: &8 Rver 5 ssym MHEMXASZHEESESEEETRUE)
ERRREY -13.0% (M 79.8% HZE 66.8%) , ECE TLE 0.214; (2) {XE#H 98 KB 55 28 EfgstLRIaIEAREIES
LoRA #E (X +0.001 GB B%F) HIEBERTEE 784% MATH-500 HEXR (BWhGER +2.8%) , BKETRE 4 2
LoRA (+0.02 GB EF) NH—FHAHZE 798% 5 AIME 36.7%; (3) INREHRBEH dK = 10
FEAEE (59.28%) SHMIER (0.084 ms/step) ZENAEIT RMUIHREIGTE.

=21

Suppressing Late-Stage Adversarial Pseudo-Proof Hacking (1.2%) & Frontier Dead-Zones (1.8%)

704 B Zero-Variance Group Dead-Zone Rate (% across 4 Hard Benchmarks, Lower v)

62.4% Bmm Late-Stage Adversarial Pseudo-Proof & Yap Hacking Rate (%, Lower v)

34.2%

29.4%

Percentage of Rollout Groups / Completions (%)

1.8% 1.2%

T
RLVR-Binary PRM-Linear Self-Rewarding Jev-GRPO v1 DC-Jev-GRPO v2 CoEvo-Jev-GRPO
(R1-Zero) (Un-gated) (Ungrounded) (Frozen) (Frozen) (Ours #1)

5: MABMREES FNTTEATXRS FEHTUONERRFERIILL,

5SER CoEvo-Jev-GRPO (J55tsk + TE4/ELORA, dK=T9)8% 36.7% 74.4% 46.2% 59.28% (#1) 0.011 +0.02 GB 12%
- (VT 28 EHEEHEAL (W_ptrA(28) Only, 98KB)78.4% 33.3% 72.2% 445%  57.10%(-2.18%) 0016  +0.001GB  1.9%
- BB ELRRRLE (lambda_m = 0, {ZF3 Brier) 78.6% 333% 73.3% 448%  57.50% (-1.78%) 0015 +0.02GB  24%
- Bh44EL KL IERUIR (lambda KL = 0) 77.2% 30.0% 71.1% 426%  55.22% (-4.06%)  0.039 +0.02GB  38%
- BROBISREDK (19D ERERE) 76.9% 30.0% 70.0% 422%  5478% (-450%) 0034  +002GB  3.5%
- BRI SR EI(ENTE (BALJ0FH Self-Rewarding)  66.8% 233% 60.0% 336% 4592% (-13.36%) 0214  +002GB  294%
- MREESRFIELES (Part Il DC-Jev-GRPO, dK=inf) 75.6% 30.0% 68.9% 415%  54.00% (-5.28%)  0.048 +0.00GB  4.6%

R SEHUTINRER (dK = 1 Step) 79.6% 36.7% 74.4% 45.7% 59.10% 0.012 +0.02 GB 13%

SRk FTRYNRERRER (dK = 25 Steps) 78.5% 333% 73.3% 454% 57.62% 0.019 +002GB  21%

#& 6: CoEvo-Jev-GRPO #LAMHRBISLIR SINAEFIER dK SUBMEDHT.
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(a) Online Co-Evolution VRAM (-67.0%) (b) Co-Evolution Component Ablation (c) Outer-Loop Cadence Sensitivity dK

o
-
L

BN MATH-500 Pass@1 (%)

80 | WEW AIME 2024/25 Pass@1 (%) —

g 257 244058 &8 601 0.1% 59.2% 59.3%

e >

s 9 70 A § 59 4

§ 20 -~ 3

> 3 604 S 58

=] © <

o 5 x

O 154 3] S 57

< £ 50 £

= '-©' S 56 4

S 101 8.06 GB 8.08 GB @ 407 @

= . . & < 551

] 30 A 5

S 5 3 54

F =

204 53 4 =@= 4-Benchmark Mean Acc (%)
0 T T T T T T T
Dual-Model Frozen Dual-LoRA CoEvo Dual-LoRA Frozen w/o Ver.  wjoHard  Pointer Full dK=1 dK=5 dK=10 dK=25 dK=50 Frozen
Online RM (4B) (DC-Jev-GRPO)  (Ours: +0.02 GB) DC-Jev Anchor Buffer Only CoEvo-Jev (Ours) (inf)

6: (a) ELHANBEFIFEIL (598 67.0% £77) ; (b) OBMAERINILL; (o) SMREHIANR dK SUREHIZE.

PEAUE SIRE 5 KX MuJoCo v5 #IZEALZEH (1M 25) 4 REF SHESXTTEME (400 25) 4 KSHEHFSRETR (1,000 SKE)
HFEBSHNE 45 Kev-4B (/v1/systemone) EAEEE Qwen3.5 HERLE Kev-4B REEHERRIE W_ptrr(28) + THR4/ELoRA
TS BETE NVIDIA L4 (24 GB): 7.96 GB Blackwell (96 GB): 8.06 GB (-50.2% £7%) Blackwell (96 GB): 8.08 GB (-67.0% XJtLFELLRM)
BRI DR B Hopper B#H&EELEEE (vx=0 IRTFED) SHEAFXSRPSREE/REER  SHSWIERRRIRSREH Goodhart IIL(LifgE
HARERE (ECE) 575 ECE = 0.046 #1%A 0.048 (100025 OOD Z#ZE 0.118) TELLIT4E ECE: 0.048 -> 0.011 (-77.1%)
EREEREER SOTA Hidr #1 SOTA: 2.471x 1943, 100% (5/5) == #1 SOTA: 85.90% 1543, 2.78x Token [E4#1 SOTA: 59.28% 9% (MATH 79.8%, AIME 36.7%)

& 7: System-One sg{tFI=E0M (Part | E4=HI, Part || #25AKMEEL GRPO, Part lIl SWZBiE#H GRPO) £F%—XILL.
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IR A. HFEE™RIEPSRRBSHL2EE (Appendix)
el 1R (REENELHHEFSERERE) « RHZEE Qven/ Qren3d. 5- 4B BY/54E bfloat16 INE S M_base
= 794 GB, &IFMEZA 4B TELERMER, FTEUME 794 GB MNE&E. 794 GB #HES AdamW
—M/ZMEhEERE, BB%A M dual online = 2446 GB, fMi7E CoEvo-Jev-GRPO mh, ANAFENII%EE phi =
(theta_kev~(25..28), W_ptr~(28)) XEATHE 4 2 LoRA (15 32 2 LoRA #J 12.5%, BP 9.75 MB) 5 98 KB 155 28
ESETERE, EREES AdamW FIEIKEHIHEI Delta M = 204 MB = 0.02 GB £7F (877 8.08 GB, ¥&
67.0%) . EAY, RIATUERMERERFSE 24 ERESTEENEE HAQ4), FIMIRAEENEFESE 25-28
ESiEE=L, BfR (N_B=64) RMAEFHTUFERY 0.84 ms (8 dK=10 FH#X 0.084 ms/step) , IUEEE
IR 1 ERR (MIFSSHEttH il EHE Goodhart I3E(KIE4E) : H Gao et al. (2023) TTH]I, E&U\%J#U R {phi_0}
AR 579 Omega(eps_0 * sqrt(D_KL(pi_t || pi_0))). #£ CoEvo-Jev-GRPO T, {HaiEERSREESIEES supp(pi_t)
HFiEE R*(q, 0)=0 {E R {phl _t}(q, 0) > tau_hack AYRFEMAPIERS AR DIEAGNIZRM (R ver=0 B s sym < 0.25 H
p_proc > 0.75) HLUMRE (y_proc=0, y_noul=0) #A B_t. FHHFRKRE L_Cokvo 5 28 EiEfrS#i=a LEEEE
mu >= lambda KL + Z*SIgma min~2(HA(28)) > 0 RSB, BIMNMEE NEESIRE LAITGIEFHREREF (1 -
mu*eta_judge) <= exp(-kappa) W4, MM&ET t/dK IRIMAEFHIEE eps t <= eps 0 * exp(-kappa * t / dK) +
O(sqrt(lambda_KL)), M&{RIEESCHEEMA E {pi_t}[R*] BRASIE, iEE
EE 2 58 3 i (WHNBERERRKIESSHEREREMY) © B Borkar WHERERTIELEE (Borkar,
1997) , HRREKESINMMOESKED IR L#E eta_pol(t) / eta_judge(t) -> 0 H L_CoEvo XiEft logit
FERR AT, RETEIRERFISE phi_t SCATB B RS BRI RR
phi*(theta t), (ERSRFRIEMIERERMNE (A_G(o_hack; phi*) < 0) B9 Nash &Y. EAS, BT Brier
B8 IaZi SN (Brier, 1950) , H555 KL ENMEFAHEEEHBZERRIE |p_phi(q, o) - Py=1|g, o)| =
O(Iambda_KL), FEBHAERERZEMM ECE(phi_0)=0.048 F=H&I4EZ ECE(phi*)=0.011, IEEE

# Core Single-Backbone Bilevel CoEvo-Jev-GRPO Step on Qaen/ Qven3. 5-4B (NVI DI A Bl ackwel | 96GB)
def coevo_jev_grpo_step(nodel, pointer_head, opt_pol, opt_judge, dis_buffer, pronpt_ids, gt_ans, step_k):
nodel . set _adapter (' grpo_policy')
rollout_ids, rollout_texts = sanple_group_rollouts(nodel, pronpt_ids, G=8)
r_ver, s_sym= verify_outcome_and_synpy_nil estones(rollout_texts, gt_ans)
nodel . set _adapter (' kev_judge') # 0.012 ns zero-copy switch on shared Qwen3.5-4B base
with torch.no_grad():
scores, confs, p_noul, h24_cache = eval _systenone_w th_h24_cache(nodel, pointer_head, pronpt_ids, rollout_texts)
m ne_di sagreenent _rol | outs(dis_buffer, pronpt_ids, rollout_ids, h24_cache, r_ver, s_sym scores, p_noul)
g_noul = torch.clanmp((p_noul * (0.20 + 0.80 * scores['proc'])) / 0.50, 0.05, 1.0)
r_total = conpute_coevo_curriculumreward(r_ver, scores, confs, g_noul, rollout_ids, step_k)
adv = (r_total - r_total.mean()) / (r_total.std() + 1le-6)
nodel . set _adapter (' grpo_policy'); opt_pol.zero_grad(); conpute_grpo_|loss(nmodel, pronpt_ids, rollout_ids, adv).backward(); op
if step_k %10 == 0 and len(dis_buffer) >= 64:
nodel . set _adapter (' kev_j udge' ); opt_judge. zero grad()
conmput e_bri er _margi n_kl _l oss(nodel . | ayers[25:29], pointer_head, dis_buffer.sanple(64)).backward(); opt_judge.step() # O.

ROl / BERER - B / WA YIBR SSTEHEE

HEERHERY R RE W_base Qwen/Qwen3.5-4B (bfloat16) Blackwell SCIEsSINERF 7.94 GB
PIRES) |14 R ERIEEC =S theta_pol LoRA r = 16, alpha = 32, seed = 42 £ 32 BRI, AdamW Ir = 2e-5
INREEHEHISEE phi_k W _ptrA(28) (98KB) + TI/ZE4/ELoRA (L25-28) {0 +0.02 GB £7F (=1t 8.08 GB, 55 67.0%)
SAREFIR S RMFER dK, t_outer dK = 10 &, BRRFEMERE 0.84 ms SPEFEIR(Y 0.084 ms/step (<0.13% RYIEIFF4)
XRS5t KL (XE gamma_m, lambdgrkima_m = 0.65, lambda_m = 0.50, lambda KL = 0.048#:#! ECE M 0.048 E48= 0.011 (-77.1%)
DIISRIRFARITX B_K| BE 512 #A/VN_B = 64, 25% HHEEY  BaiER | SHERFIEIMIERS 1l 38 00D BIFTIER
KESTIS S EAN K G K'=1,000 2, RH#HG =8 HNEEFTHR 400 SEESINERFRIEHR

7 8: CoEvo-Jev-GRPO (Part Ill) SEEEZRASHSRMHENSITECER.
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